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Overview

• Image Processing I
– Point process
– Linear filtering and convolution
– Smoothing: Gaussian, median, bilateral
– Fourier transform

• Image Processing II
– Edge detection, corner detection
– Aliasing, scaling
– Binary image
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Visualizing image data: what is image?

3.1 Point operators 109

45 60 98 127 132 133 137 133

46 65 98 123 126 128 131 133

47 65 96 115 119 123 135 137
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50 59 80 97 110 123 133 134

49 53 68 83 97 113 128 133
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50 50 52 58 69 86 101 120 1
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Figure 3.3 Visualizing image data: (a) original image; (b) cropped portion and scanline
plot using an image inspection tool; (c) grid of numbers; (d) surface plot. For figures (c)–(d),
the image was first converted to grayscale.

3.1 Point operators

The simplest kinds of image processing transforms are point operators, where each output
pixel’s value depends on only the corresponding input pixel value (plus, potentially, some
globally collected information or parameters). Examples of such operators include brightness
and contrast adjustments (Figure 3.2) as well as color correction and transformations. In the
image processing literature, such operations are also known as point processes (Crane 1997).1

We begin this section with a quick review of simple point operators such as brightness
scaling and image addition. Next, we discuss how colors in images can be manipulated.
We then present image compositing and matting operations, which play an important role
in computational photography (Chapter 10) and computer graphics applications. Finally, we
describe the more global process of histogram equalization. We close with an example appli-
cation that manipulates tonal values (exposure and contrast) to improve image appearance.

3.1.1 Pixel transforms

A general image processing operator is a function that takes one or more input images and
produces an output image. In the continuous domain, this can be denoted as

g(x) = h(f(x)) or g(x) = h(f0(x), . . . , fn(x)), (3.1)

where x is in the D-dimensional domain of the functions (usually D = 2 for images) and the
functions f and g operate over some range, which can either be scalar or vector-valued, e.g.,
for color images or 2D motion. For discrete (sampled) images, the domain consists of a finite
number of pixel locations, x = (i, j), and we can write

g(i, j) = h(f(i, j)). (3.2)

1In convolutional neural networks (Section 5.4), such operations are sometimes called 1× 1 convolutions.

We can think of a grayscale image as a function, f : R2 → R that
gives the intensity at position (x, y) ∈ R2.

A digital image is a discrete sampled, quantized version of this
function.
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Point operator

A general image processing operator is a function that takes one or
more input images and produces an output image. In the continuous
domain, this can be denoted as,

g(x) = h(f(x)) or g(x) = h(f0(x), ..., fn(x)) (1)

where x is in the D-dimensional domain of the functions (usually
D = 2 for images), and the functions f and g operate over some
range, which can either be scalar or vector-valued, e.g., for color
images or 2D motion.

For discrete (sampled) images, the domain consists of a finite
number of pixel locations, x = (i, j), and we can write

g(i, j) = h(f(i, j)). (2)
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Point operator

Two commonly used point processes are multiplication and addition
with a constant,

g(x) = af(x) + b, (3)

where the parameters a > 0 and b are often called the gain and bias
parameters; sometimes these parameters are said to control contrast
and brightness, respectively.

The gain and bias parameters can also be spatially varying,

g(x) = a(x)f(x) + b(x). (4)
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Point operator

Original Darken Lower contrast Nonlinear lower contrast
x x − 0.5 x ∗ 0.5 x1/3

Invert Lighten Raise contrast Nonlinear raise contrast
1− x x + 0.5 x ∗ 2 x2

Figure 1: Point operators
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Point operator: linearity

Multiplication gain is a linear operation, since it obeys the
superposition principle,

h(f0 + f1) = h(f0) + h(f1). (5)

Another commonly used dyadic (two-input) operator is the linear
blend operator,

g(x) = (1− α)f0(x) + αf1(x). (6)

By varying alpha from 0 → 1, this operator can be used to perform a
temporal cross-dissolve between two images, or as a component of
image morphing algorithms.
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Linear filter and convolution

Many important effects can be modeled with a simple model.
Construct a new array, the same size as the image. Fill each location
of this new array with a weighted sum of the pixel values from the
locations surrounding the corresponding location in the image using
the same set of weights each time.

One example is computing a local average taken over a fixed region.

Rij =
1

(2k+ 1)2

u=i+k∑
u=i−k

j+k∑
v=j−k

Fuv (7)

We could average all pixels within a (2k+ 1)× (2k+ 1) block of the
pixel of interest.
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Linear filter and convolution

Whatever the weights chosen, the output of this procedure is

• superposition: R(f+ g) = R(f) + R(g)
• scaling: R(kf) = kR(f)
• shift invariance: R(Shift(f, k)) = Shift(R(f), k)

This procedure is known as linear filtering

8/35



Linear filter and convolution

Given a filter kernel H, the convolution of the kernel with image F is
an image R. The (i, j)-th component of R is given by

Rij =
∑
u,v

Hi−u,j−vFuv. (8)

• kernel of the filter: the pattern of weights used for a linear filter
• convolution: the process of applying the filter

9/35



Linear filter and convolution

118 Computer Vision: Algorithms and Applications (August 18, 2020 draft)

45 60 98 127 132 133 137 133

46 65 98 123 126 128 131 133 69 95 116 125 129 132

47 65 96 115 119 123 135 137 0.1 0.1 0.1 68 92 110 120 126 132

47 63 91 107 113 122 138 134 * 0.1 0.2 0.1 = 66 86 104 114 124 132

50 59 80 97 110 123 133 134 0.1 0.1 0.1 62 78 94 108 120 129

49 53 68 83 97 113 128 133 57 69 83 98 112 124

50 50 58 70 84 102 116 126 53 60 71 85 100 114

50 50 52 58 69 86 101 120

f (x,y ) h (x,y ) g (x,y )

Figure 3.10 Neighborhood filtering (convolution): The image on the left is convolved with
the filter in the middle to yield the image on the right. The light blue pixels indicate the source
neighborhood for the light green destination pixel.

accentuate edges, or remove noise (Figure 3.11b–d). In this section, we look at linear filter-
ing operators, which involve fixed weighted combinations of pixels in small neighborhoods.
In Section 3.3, we look at non-linear operators such as morphological filters and distance
transforms.

The most commonly used type of neighborhood operator is a linear filter, in which an
output pixel’s value is determined as a weighted sum of input pixel values within a small
neighborhood N (Figure 3.10),

g(i, j) =
∑

k,l

f(i+ k, j + l)h(k, l). (3.12)

The entries in the weight kernel or mask h(k, l) are often called the filter coefficients. The
above correlation operator can be more compactly notated as

g = f ⊗ h. (3.13)

A common variant on this formula is

g(i, j) =
∑

k,l

f(i− k, j − l)h(k, l) =
∑

k,l

f(k, l)h(i− k, j − l), (3.14)

where the sign of the offsets in f has been reversed, This is called the convolution operator,

g = f ∗ h, (3.15)

and h is then called the impulse response function.5 The reason for this name is that the kernel
function, h, convolved with an impulse signal, δ(i, j) (an image that is 0 everywhere except

5The continuous version of convolution can be written as g(x) =
∫
f(x− u)h(u)du.
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Linear filter and convolution

This operation is called convolution

R(f) = (h ∗ f) (9)

• commutative: (g ∗ h)(x) = (h ∗ g)(x)
• associative: f ∗ (g ∗ h) = (f ∗ g) ∗ h
• distributive: f ∗ (g+ h) = f ∗ g+ f ∗ h
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Linear filter and convolution: Gaussian blur

Section 4.1 Linear Filters and Convolution 109

of ones multiplied by a constant. You can (and should) establish this point by close
attention to the range of the sum. This process is a poor model of blurring; its
output does not look like that of a defocused camera (Figure 4.1). The reason is
clear. Assume that we have an image in which every point but the center point is
zero, and the center point is one. If we blur this image by forming an unweighted
average at each point, the result looks like a small, bright box, but this is not what
defocused cameras do. We want a blurring process that takes a small bright dot
to a circularly symmetric region of blur, brighter at the center than at the edges
and fading slowly to darkness. As Figure 4.1 suggests, a set of weights of this form
produces a much more convincing defocus model.
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FIGURE 4.2: The symmetric Gaussian kernel in 2D. This view shows a kernel scaled so
that its sum is equal to one; this scaling is quite often omitted. The kernel shown has
σ = 1. Convolution with this kernel forms a weighted average that stresses the point at
the center of the convolution window and incorporates little contribution from those at
the boundary. Notice how the Gaussian is qualitatively similar to our description of the
point spread function of image blur: it is circularly symmetric, has strongest response in
the center, and dies away near the boundaries.

Example: Smoothing with a Gaussian
A good formal model for this fuzzy blob is the symmetric Gaussian kernel

Gσ(x, y) =
1

2πσ2
exp

(
− (x2 + y2)

2σ2

)

illustrated in Figure 4.2. σ is referred to as the standard deviation of the Gaussian
(or its “sigma”!); the units are interpixel spaces, usually referred to as pixels. The
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Linear filter and convolution: Gaussian kernel in 2D

Symmetric Gaussian kernel in 2D (noise reduction smoothing)

Gσ(x, y) =
1

2πσ2
exp

(
−x

2 + y2
2σ2

)
(10)
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Figure 2: Gaussian blur with σ = [0.1, 1, 4, 10], no padding.
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Padding (border effects)

• zero: set all pixels outside the source image to 0
• constant: set all pixels outside the source image to a specified
border value

• clamp: repeat edge pixels indefinitely
• wrap: loop “around” the image in a “toroidal” configuration
• mirror: reflect pixels across the image edge
• extend: extend the signal by subtracting the mirrored version of
the signal from the edge pixel value
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Padding (border effects)

3.2 Linear filtering 121

zero wrap clamp mirror

blurred zero normalized zero blurred clamp blurred mirror

Figure 3.13 Border padding (top row) and the results of blurring the padded image (bottom
row). The normalized zero image is the result of dividing (normalizing) the blurred zero-
padded RGBA image by its corresponding soft alpha value.

Padding (border effects)

The astute reader will notice that the correlation shown in Figure 3.10 produces a result that
is smaller than the original image, which may not be desirable in many applications.6 This is
because the neighborhoods of typical correlation and convolution operations extend beyond
the image boundaries near the edges, and so the filtered images suffer from boundary effects

To deal with this, a number of different padding or extension modes have been developed
for neighborhood operations (Figure 3.13):

• zero: set all pixels outside the source image to 0 (a good choice for alpha-matted cutout
images);

• constant (border color): set all pixels outside the source image to a specified border
value;

• clamp (replicate or clamp to edge): repeat edge pixels indefinitely;

• (cyclic) wrap (repeat or tile): loop “around” the image in a “toroidal” configuration;

• mirror: reflect pixels across the image edge;

6Note, however, that early convolutional networks such as LeNet (LeCun, Bottou et al. 1998) adopted this struc-
ture.
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Examples of linear filter

3.2 Linear filtering 123
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(a) box, K = 5 (b) bilinear (c) “Gaussian” (d) Sobel (e) corner

Figure 3.14 Separable linear filters: For each image (a)–(e), we show the 2D filter kernel
(top), the corresponding horizontal 1D kernel (middle), and the filtered image (bottom). The
filtered Sobel and corner images are signed, scaled up by 2× and 4×, respectively, and added
to a gray offset before display.

What if your kernel is not separable and yet you still want a faster way to implement
it? Perona (1995), who first made the link between kernel separability and SVD, suggests
using more terms in the (3.21) series, i.e., summing up a number of separable convolutions.
Whether this is worth doing or not depends on the relative sizes of K and the number of sig-
nificant singular values, as well as other considerations, such as cache coherency and memory
locality.

3.2.2 Examples of linear filtering

Now that we have described the process for performing linear filtering, let us examine a
number of frequently used filters.

The simplest filter to implement is the moving average or box filter, which simply averages
the pixel values in aK×K window. This is equivalent to convolving the image with a kernel
of all ones and then scaling (Figure 3.14a). For large kernels, a more efficient implementation
is to slide a moving window across each scanline (in a separable filter) while adding the
newest pixel and subtracting the oldest pixel from the running sum. This is related to the
concept of summed area tables, which we describe shortly.

A smoother image can be obtained by separably convolving the image with a piecewise
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Median filtering

Figure 3: Original image, additive noise and median filter image

A better filter to use is the median filter, which selects the median
value from each pixel’s neighborhood. Since the shot noise value
usually lies well outside the true values in the neighborhood, the
median filter is able to filter away such bad pixels.
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Median filtering
130 Computer Vision: Algorithms and Applications (August 18, 2020 draft)

. 2 1 0 1 2
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(a) median = 4 (b) α-mean= 4.6 (c) domain filter (d) range filter

Figure 3.19 Median and bilateral filtering: (a) median pixel (green); (b) selected α-
trimmed mean pixels; (c) domain filter (numbers along edge are pixel distances); (d) range
filter.

noise, rather than being Gaussian, is shot noise, i.e., it occasionally has very large values. In
this case, regular blurring with a Gaussian filter fails to remove the noisy pixels and instead
turns them into softer (but still visible) spots (Figure 3.18f).

Median filtering

A better filter to use in this case is the median filter, which selects the median value from each
pixel’s neighborhood (Figure 3.19a). Median values can be computed in expected linear time
using a randomized select algorithm (Cormen 2001) and incremental variants have also been
developed (Tomasi and Manduchi 1998; Bovik 2000, Section 3.2), as well as a constant time
algorithm that is independent of window size (Perreault and Hébert 2007). Since the shot
noise value usually lies well outside the true values in the neighborhood, the median filter is
able to filter away such bad pixels (Figure 3.18c).

One downside of the median filter, in addition to its moderate computational cost, is that
since it selects only one input pixel value to replace each output pixel, it is not as efficient at
averaging away regular Gaussian noise (Huber 1981; Hampel, Ronchetti et al. 1986; Stewart
1999). A better choice may be the α-trimmed mean (Lee and Redner 1990; Crane 1997,
p. 109), which averages together all of the pixels except for the α fraction that are the smallest
and the largest (Figure 3.19b).

Another possibility is to compute a weighted median, in which each pixel is used a num-
ber of times depending on its distance from the center. This turns out to be equivalent to
minimizing the weighted objective function

∑

k,l

w(k, l)|f(i+ k, j + l)− g(i, j)|p, (3.33)

where g(i, j) is the desired output value and p = 1 for the weighted median. The value p = 2

is the usual weighted mean, which is equivalent to correlation (3.12) after normalizing by

One downside of the median filter, in addition to its moderate computational
cost, is that since it selects only one input pixel value to replace each output
pixel, it is not as efficient at averaging away regular Gaussian noise. A better
choice may be the α-trimmed mean, which averages together all of the
pixels except for the α fraction that are the smallest and the largest.
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Bilateral filtering

Figure 4: Input image, domain kernel, range kernel, and bilateral weight
function (multiplied kernel)

What if we were to combine the idea of a weighted filter kernel with
a better version of outlier rejection? What if instead of rejecting a
fixed percentage α, we simply reject pixels whose values differ too
much from the central pixel value? This is the essential idea in
bilateral filtering.
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Bilateral filtering

In the bilateral filter, the output pixel value depends on a weighted
combination of neighboring pixel values

g(i, j) =
∑

k,l f(k, l)w(i, j, k, l)∑
k,l w(i, j, k, l)

. (11)

The weighting coefficient w(i, j, k, l) depends on the product of a
domain kernel,

d(i, j, k, l) = exp
(
− (i− k)2 + (j− l)2

2σ2
d

)
, (12)

and a data-dependent range kernel,

r(i, j, k, l) = exp
(
−∥f(i, j)− f(k, l)∥2

2σ2
r

)
. (13)

When multiplied together, these yield the data-dependent bilateral
weight function

w(i, j, k, l) = exp
(
− (i− k)2 + (j− l)2

2σ2
d

− ∥f(i, j)− f(k, l)∥2
2σ2

r

)
(14)
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Bilateral filtering
132 Computer Vision: Algorithms and Applications (August 18, 2020 draft)

(a) (b) (c)

(d) (e) (f)

Figure 3.20 Bilateral filtering (Durand and Dorsey 2002) © 2002 ACM: (a) noisy step
edge input; (b) domain filter (Gaussian); (c) range filter (similarity to center pixel value); (d)
bilateral filter; (e) filtered step edge output; (f) 3D distance between pixels.

When multiplied together, these yield the data-dependent bilateral weight function

w(i, j, k, l) = exp

(
− (i− k)2 + (j − l)2

2σ2
d

− ‖f(i, j)− f(k, l)‖2
2σ2

r

)
. (3.37)

Figure 3.20 shows an example of the bilateral filtering of a noisy step edge. Note how the do-
main kernel is the usual Gaussian, the range kernel measures appearance (intensity) similarity
to the center pixel, and the bilateral filter kernel is a product of these two.

Notice that for color images, the range filter (3.36) uses the vector distance between the
center and the neighboring pixel. This is important in color images, since an edge in any one
of the color bands signals a change in material and hence the need to downweight a pixel’s
influence.7

Since bilateral filtering is quite slow compared to regular separable filtering, a number
of acceleration techniques have been developed, as discussed in (Durand and Dorsey 2002;
Paris and Durand 2009; Chen, Paris, and Durand 2007; Paris, Kornprobst et al. 2008). In

7Tomasi and Manduchi (1998) show that using the vector distance (as opposed to filtering each color band
separately) reduces color fringing effects. They also recommend taking the color difference in the more perceptually
uniform CIELAB color space (see Section 2.3.2).
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Bilateral filtering

Figure 5: Median filtering (top) and bilateral filtering (bottom) with the same
kernel size
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Fourier Transform

We need a new technique to deal with two related problems so far
left open:

• Although it is clear that a discrete image version cannot
represent the full information in a signal, we have not yet
indicated what is lost.

• It is clear that we cannot shrink an image simply by taking every
k-th pixel–this could turn a checker board image all white or all
black–and we would like to know how to shrink an image safely.

23/35



Fourier Transform

The change of basis is effected by a Fourier transform. We define the
Fourier transform of a signal g(x, y) to be

F(g(x, y))(u, v) =
∫ ∫ ∞

−∞
g(x, y)e−i2π(ux+vy)dxdy (15)

where e−iθ = cos θ + i sin θ

Fix u and v, and let us consider the meaning of the value of the
transform at that point. The exponential can be written

e−i2π(ux+vy) = cos (2π(ux+ vy)) + i sin (2π(ux+ vy)) (16)

These terms are sinusoids on the x, y plane, whose orientation and
frequency are given by u, v.
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Fourier Transform

Real and imaginary term

F(g(x, y))(u, v) =
∫ ∫ ∞

−∞
g(x, y) cos 2π(ux+ vy)dxdy (17)

+ i
∫ ∫ ∞

−∞
g(x, y) sin 2π(ux+ vy)dxdy (18)

= ℜ(F(g)) + i ∗ ℑ(F(g)) (19)
= FR(g) + i ∗ FI(g) (20)

Magnitude and phase response

magnitude =
√

|FR(g)|2 + |FI(g)|2 (21)
phase = atan2(FI(g),FR(g)) (22)
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Fourier Transform

Section 4.3 Spatial Frequency and Fourier Transforms 119

FIGURE 4.5: The real component of Fourier basis elements shown as intensity images.
The brightest point has value one, and the darkest point has value zero. The domain is
[−1, 1]× [−1, 1], with the origin at the center of the image. On the left, (u, v) = (0, 0.4);
in the center, (u, v) = (1, 2); and on the right (u, v) = (10,−5). These are sinusoids of
various frequencies and orientations described in the text.

4.3.1 Fourier Transforms

The change of basis is effected by a Fourier transform. We define the Fourier
transform of a signal g(x, y) to be

F(g(x, y))(u, v) =

∫ ∞∫
−∞

g(x, y)e−i2π(ux+vy)dxdy.

Assume that appropriate technical conditions are true to make this integral
exist. It is sufficient for all moments of g to be finite; a variety of other possible
conditions are available (Bracewell 1995). The process takes a complex valued
function of x, y and returns a complex valued function of u, v (images are complex
valued functions with zero imaginary component).

For the moment, fix u and v, and let us consider the meaning of the value of
the transform at that point. The exponential can be rewritten

e−i2π(ux+vy) = cos(2π(ux+ vy)) + i sin(2π(ux+ vy)).

These terms are sinusoids on the x, y plane, whose orientation and frequency are
given by u, v. For example, consider the real term, which is constant when ux+ vy
is constant (i.e., along a straight line in the x, y plane whose orientation is given by
tan θ = v/u). The gradient of this term is perpendicular to lines where ux+ vy is
constant, and the frequency of the sinusoid is

√
u2 + v2. These sinusoids are often

referred to as spatial frequency components; a variety are illustrated in Figure 4.5.
The integral should be seen as a dot product. If we fix u and v, the value

of the integral is the dot product between a sinusoid in x and y and the original
function. This is a useful analogy because dot products measure the amount of one
vector in the direction of another.

In the same way, the value of the transform at a particular u and v can be
seen as measuring the amount of the sinusoid with given frequency and orientation
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Fourier Transform
Section 4.4 Sampling and Aliasing 122

FIGURE 4.6: The second image in each row shows the log of the magnitude spectrum for
the first image in the row; the third image shows the phase spectrum scaled so that −π
is dark and π is light. The final images are obtained by swapping the magnitude spectra.
Although this swap leads to substantial image noise, it doesn’t substantially affect the
interpretation of the image, suggesting that the phase spectrum is more important for
perception than the magnitude spectrum.

Figure 4.7. The problem has to do with the number of samples relative to the
function; we can formalize this rather precisely given a sufficiently powerful model.

4.4.1 Sampling

Passing from a continuous function—like the irradiance at the back of a camera
system—to a collection of values on a discrete grid —like the pixel values reported
by a camera—is referred to as sampling. We construct a model that allows us to
obtain a precise notion of what is lost in sampling.

Sampling in One Dimension
Sampling in one dimension takes a function and returns a discrete set of

values. The most important case involves sampling on a uniform discrete grid, and
we assume that the samples are defined at integer points. This means we have a
process that takes some function and returns a vector of values:

sample1D(f(x)) = f .

We model this sampling process by assuming that the elements of this vector
are the values of the function f(x) at the sample points and allowing negative
indices to the vector (Figure 4.8). This means that the ith component of f is
f(xi).

Sampling in Two Dimensions
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Fourier Transform: sampling and aliasing

Figure 6: Fourier transform with different sampling frequency
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Fourier Transform: sampling and aliasing
Section 4.4 Sampling and Aliasing 129

256x256 128x128 64x64 32x32 16x16

FIGURE 4.12: The top row shows sampled versions of an image of a grid obtained by
multiplying two sinusoids with linearly increasing frequency—one in x and one in y. The
other images in the series are obtained by resampling by factors of two without smoothing
(i.e., the next is a 128x128, then a 64x64, etc., all scaled to the same size). Note the
substantial aliasing; high spatial frequencies alias down to low spatial frequencies, and
the smallest image is an extremely poor representation of the large image. The bottom
row shows the magnitude of the Fourier transform of each image displayed as a log to
compress the intensity scale. The constant component is at the center. Notice that the
Fourier transform of a resampled image is obtained by scaling the Fourier transform of the
original image and then tiling the plane. Interference between copies of the original Fourier
transform means that we cannot recover its value at some points; this is the mechanism
underlying aliasing.

higher spatial frequencies—the stop band. It is possible to design low-pass filters
that are significantly better than Gaussians. The design process involves a detailed
compromise between criteria of ripple—how flat is the response in the pass band
and the stop band?—and roll-off—how quickly does the response fall to zero and
stay there? The basic steps for resampling an image are given in Algorithm 4.1.

Apply a low-pass filter to the original image
(a Gaussian with a σ of between one
and two pixels is usually an acceptable choice).

Create a new image whose dimensions on edge are half
those of the old image

Set the value of the i, jth pixel of the new image to the value
of the 2i, 2jth pixel of the filtered image

Algorithm 4.1: Subsampling an Image by a Factor of Two.
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Fourier Transform: sampling and aliasing
Section 4.4 Sampling and Aliasing 123

FIGURE 4.7: The two checkerboards on the top illustrate a sampling procedure that
appears to be successful (whether it is or not depends on some details that we will deal
with later). The gray circles represent the samples; if there are sufficient samples, then
the samples represent the detail in the underlying function. The sampling procedures
shown on the bottom are unequivocally unsuccessful; the samples suggest that there are
fewer checks than there are. This illustrates two important phenomena: first, successful
sampling schemes sample data often enough; and second, unsuccessful sampling schemes
cause high-frequency information to appear as lower-frequency information.

Sampling in 2D is very similar to sampling in 1D. Although sampling can
occur on nonregular grids (the best example being the human retina), we proceed
on the assumption that samples are drawn at points with integer coordinates. This
yields a uniform rectangular grid, which is a good model of most cameras. Our
sampled images are then rectangular arrays of finite size (all values outside the grid
being zero).

In the formal model, we sample a function of two dimensions, instead of one,
yielding an array (Figure 4.9). We allow this array to have negative indices in both
dimensions, and can then write

sample2D(F (x, y)) = F ,

where the i, jth element of the array F is F (xi, yj) = F (i, j).
Samples are not always evenly spaced in practical systems. This is quite often
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Fourier Transform

Inverse Fourier transform

g(x, y) =
∫ ∫ ∞

−∞
F(g(x, y))(u, v)ei2π(ux+vy)dudv (23)

Linearity

F(g(x, y) + h(x, y)) = F(g(x, y)) + F(h(x, y)) (24)
F(kg(x, y)) = kF(g(x, y)) (25)

31/35



Fourier transform properties

142 Computer Vision: Algorithms and Applications (August 18, 2020 draft)

Property Signal Transform

superposition f1(x) + f2(x) F1(ω) + F2(ω)

shift f(x− x0) F (ω)e−jωx0

reversal f(−x) F ∗(ω)

convolution f(x) ∗ h(x) F (ω)H(ω)

correlation f(x)⊗ h(x) F (ω)H∗(ω)

multiplication f(x)h(x) F (ω) ∗H(ω)

differentiation f ′(x) jωF (ω)

domain scaling f(ax) 1/aF (ω/a)

real images f(x) = f∗(x) ⇔ F (ω) = F (−ω)

Parseval’s Theorem
∑
x[f(x)]2 =

∑
ω[F (ω)]2

Table 3.1 Some useful properties of Fourier transforms. The original transform pair is
F (ω) = F{f(x)}.

stages, where each stage performs small 2×2 transforms (matrix multiplications with known
coefficients) followed by some semi-global permutations. (You will often see the term but-
terfly applied to these stages because of the pictorial shape of the signal processing graphs
involved.) Implementations for the FFT can be found in most numerical and signal processing
libraries.

Now that we have defined the Fourier transform, what are some of its properties and how
can they be used? Table 3.1 lists a number of useful properties, which we describe in a little
more detail below:

• Superposition: The Fourier transform of a sum of signals is the sum of their Fourier
transforms. Thus, the Fourier transform is a linear operator.

• Shift: The Fourier transform of a shifted signal is the transform of the original signal
multiplied by a linear phase shift (complex sinusoid).

• Reversal: The Fourier transform of a reversed signal is the complex conjugate of the
signal’s transform.

• Convolution: The Fourier transform of a pair of convolved signals is the product of
their transforms.

• Correlation: The Fourier transform of a correlation is the product of the first transform
times the complex conjugate of the second one.

• Multiplication: The Fourier transform of the product of two signals is the convolution
of their transforms.
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Name Signal Transform

impulse
-0.5

0.0

0.5

1.0

-1.0000 -0.5000 0.0000 0.5000 1.0000

δ(x) ⇔ 1
-0.5

0.0

0.5

1.0

-0.5000 0.0000 0.5000

shifted
impulse

-0.5

0.0

0.5

1.0

-1.0000 -0.5000 0.0000 0.5000 1.0000

δ(x− u) ⇔ e−jωu

-0.5

0.0

0.5

1.0

-0.5000 0.0000 0.5000

box filter
-0.5

0.0

0.5

1.0

-1.0000 -0.5000 0.0000 0.5000 1.0000

box(x/a) ⇔ asinc(aω)

-0.5

0.0

0.5

1.0

-0.5000 0.0000 0.5000

tent
-0.5

0.0

0.5

1.0

-1.0000 -0.5000 0.0000 0.5000 1.0000

tent(x/a) ⇔ asinc2(aω)

-0.5

0.0

0.5

1.0

-0.5000 0.0000 0.5000

Gaussian
-0.5

0.0

0.5

1.0

-1.0000 -0.5000 0.0000 0.5000 1.0000

G(x;σ) ⇔
√

2π
σ G(ω;σ−1)

-0.5

0.0

0.5

1.0

-0.5000 0.0000 0.5000

Laplacian
of Gaussian

-0.5

0.0

0.5

1.0

-1.0000 -0.5000 0.0000 0.5000 1.0000

( x
2

σ4 − 1
σ2 )G(x;σ) ⇔ −

√
2π
σ ω2G(ω;σ−1)

-0.5

0.0

0.5

1.0

-0.5000 0.0000 0.5000

Gabor
-0.5

0.0

0.5

1.0

-1.0000 -0.5000 0.0000 0.5000 1.0000

cos(ω0x)G(x;σ) ⇔
√

2π
σ G(ω ± ω0;σ−1)

-0.5

0.0

0.5

1.0

-0.5000 0.0000 0.5000

unsharp
mask

-0.5

0.0

0.5

1.0

1.5

-1.0000 -0.5000 0.0000 0.5000 1.0000

(1 + γ)δ(x)

− γG(x;σ) ⇔
(1 + γ)−

√
2πγ
σ G(ω;σ−1)

-0.5

0.0

0.5

1.0

1.5

-0.5000 0.0000 0.5000

windowed
sinc

-0.5

0.0

0.5

1.0

-1.0000 -0.5000 0.0000 0.5000 1.0000

rcos(x/(aW ))

sinc(x/a) ⇔ (see Figure 3.28)
-0.5

0.0

0.5

1.0

-0.5000 0.0000 0.5000

Table 3.2 Some useful (continuous) Fourier transform pairs: The dashed line in the Fourier
transform of the shifted impulse indicates its (linear) phase. All other transforms have zero
phase (they are real-valued). Note that the figures are not necessarily drawn to scale but are
drawn to illustrate the general shape and characteristics of the filter or its response. In par-
ticular, the Laplacian of Gaussian is drawn inverted because it resembles more a “Mexican
hat”, as it is sometimes called.
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Reference and further reading

• Today’s lecture
– “Chap 3” of R. Szeliski, Computer Vision: Algorithms and
Applications

– “Chap 4” of Forsyth and Ponce, Computer Vision: A Modern
Approach

• Please read for next lecture
– “4.4. Sampling and Aliasing” of Forsyth and Ponce, Computer
Vision: A Modern Approach
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HW #2

Due: 9월 14일월요일, 23시 59분까지
• python파일이나 jupyter notebook파일을 업로드해주세요. (압축파일도가능)
• 주어진이미지가같은경로 상에 있을때, 정상적으로 실행되어야 합니다.
• opencv나 numpy의 convolve, t등을 사용하지 않고 모든과정은 최대한직접구현해봅니다.
• 라이브러리를사용한경우직접 구한 값과비교해봅니다.

1. 주어진 “image.png”이미지에대해서 python을이용해다음을
수행하세요.

1.1 강의자료 Figure 1의 7가지 point operator를구현하세요. (5점)
1.2 강의자료 Figure 2의 Gaussian blur를구현하세요. (10점)
1.3 강의자료 Figure 5 (bottom)의 bilateral filtering이미지를다음의
단계에따라 python을이용해구현하세요. (10점)

35/35


	Appendix

