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Classification



MNIST dataset

MNIST dataset

• 70,000 images of 28×28 handwritten digits from 0 to 9
• “Hello, World!” of machine learning

>>> y[0]
'5'

Note that the label is a string. We prefer numbers, so let’s cast y to integers:

>>> y = y.astype(np.uint8)

Figure 3-1 shows a few more images from the MNIST dataset to give you a feel for
the complexity of the classification task.

Figure 3-1. A few digits from the MNIST dataset

But wait! You should always create a test set and set it aside before inspecting the data
closely. The MNIST dataset is actually already split into a training set (the first 60,000
images) and a test set (the last 10,000 images):

X_train, X_test, y_train, y_test = X[:60000], X[60000:], y[:60000], y[60000:]

The training set is already shuffled for us, which is good as this guarantees that all
cross-validation folds will be similar (you don’t want one fold to be missing some dig‐
its). Moreover, some learning algorithms are sensitive to the order of the training

MNIST | 89
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Classification

The goal in classification

• Take an input vector x
• Assign it to one-of-K discrete class Ck where k = 1, 2, · · · , K
• Assign each input to one and only one class (disjoint)

The input space divided into decision region, whose boundaries are
called decision boundaries or decision surfaces.

• (D-1)-dimensional hyperplanes within the D-dimensional input
space

• Linearly separable dataset that can be separated exactly by
linear decision surface
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Classification

Binary representation t

• Two-class problem, t ∈ {0, 1} (t = 1 represents C1)
• K > 2 classes, t ∈ {0, 1}K and

∑
k tk = 1

• tk is probability of Ck

Approaches

• Direct assign (discriminant function)
• Model p(Ck|x) directly (parametric model)
• Model p(Ck|x) with class-conditional distribution p(x|Ck) and
prior distribution p(Ck) (generative model)
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Classification

Generalized linear model

• y(x) = f(wTx + w0)

• Activation function f : ℜ → (0, 1)

• Even if the function f(·) is nonlinear, the decision surfaces
wTx + w0 = const are linear functions of x
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K-fold cross validation

• 교차검증 (Cross-Validation)
• 테스트 (Test)

– 훈련데이터셋을분리시켜교대로검증에사용하는방법
– 평균성능과성능분산을통해모델을검증
– 모델선택및미세조정

Figure 1: Cross-validation procedure
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Confusion matrix

Confusion matrix (contingency matrix)

Predicted
Negative Positive

Ground truth

Negative True Negative False Positive
(Type I Error)

Positive False Negative True Positive
(Type II Error)

True positive rate (TPR): TPR =
TP

TP + FN (recall, sensitivity, hit rate)

Positive predictive value (PPV): PPV =
TP

TP + FP (precision)

Accuracy (ACC): ACC =
TP + TN

TP + FN + TN + FP

True negative rate (TNR): TNR =
TN

TN + FP (specificity)

False negative rate (FNR): FNR = 1− TPR
False positive rate (FPR): FPR = 1− TNR 6/38




















































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































Discriminant functions


































































Linear discriminant function

Two classes

y(x) = wTx + w0

x is assigned to class C1 if y(x) ≥ 0

to class C2 otherwise

Decision surface

• w determines the orientation
• w0 determines the location
• −w0/∥w∥ is the normal distance from the origin
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Linear discriminant function

Figure 2: Decision surface of linear discriminant function
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Linear discriminant function

Multiple classes

• (K-1) classifier: one-against-the rest
• K(K-1)/2 classifier: one-against-one
• K-class discriminant

Figure 3: (K-1) classifier and K(K-1)/2 classifier
9/38







































































































































































































































































































































Linear discriminant function

K-class discriminant
yk(x) = wT

kx + wk0
assign Ck if yk(x) > yj(x) for all j ̸= k

• Decision surface

(wk − wj)
Tx − (wk0 − wj0) = 0

• Singly connected and convex

Figure 4: (K-class discriminant)
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Least squares for classification

Min of sum-of-squares error→ closed form solution

yk(x) = wT
kx + wk0

y(x) = W̃Tx̃ where w̃k = (wk0,wT
k)
T x̃ = (1,xT)T

assign arg max
k
yk

Given a training dataset {xn, tn} (n = 1, 2, · · · ,N)

ED(W̃) =
1

2
Tr

{
(X̃W̃ − T)T(X̃W̃ − T)

}
W̃ = (X̃TX̃)−1X̃TT

T ∈ {0, 1}N×K X̃ ∈ ℜN×(D+1)
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Least squares for classification

Figure 5: Two classes: least square and logistic regression
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Least squares for classification

Figure 6: Multiple classes: least square and logistic regression
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The perceptron algorithm

Generalized linear model

y(x) = f(wTϕ(x))

Nonlinear activation function given by a step function

f(a) =
{

+1, a ≥ 0

−1, a < 0

Target values t = +1 for class C1 and t = −1 for class C2.
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The perceptron algorithm

Perceptron criterion that we want to minimize

EP(w) = −
∑
n∈M

wTϕntn

Misclassified patternM = {xn : wTϕ(xn)tn < 0}

The stochastic gradient descent algorithm

w(τ+1) = w(τ) − η∇EP(w) = w(τ) + ηϕntn
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The perceptron algorithm

Figure 7: Perceptron algorithm
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Probabilistic generative models



























































































































































































































Probabilistic generative models

Two classes

p(C1|x) =
p(x|C1)p(C1)

p(x|C1)p(C1) + p(x|C2)p(C2)

=
1

1 + exp(−a) = σ(a)

Define
a = log p(x|C1)p(C1)p(x|C2)p(C2)

Logistic sigmoid function & logit function

σ(a) = 1

1 + exp(−a) a = log
(

σ

1− σ

)
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Probabilistic generative models

Figure 8: Logistic sigmoid function
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Probabilistic generative models

Multiple classes

• Normalized exponential (so tmax)

p(Ck|x) =
p(x|Ck)p(Ck)∑
j p(x|Cj)p(Cj)

=
exp(ak)∑
j exp(aj)

• where
ak = logp(x|Ck)p(Ck)

• If ak ≫ aj (∀j ̸= k), then p(Ck|x) ≃ 1 and p(Cj|x) ≃ 0
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Continuous inputs

Assume class-conditional is Gaussian, all share the same covariance

p(x|Ck) =
1

(2π)D/2
1

|Σ|1/2
exp

{
−1

2
(x − µk)

TΣ−1(x − µk)

}
= N (x|µk,Σ)

Two classes
p(C1|x) = σ(wTx + w0)

where

w = Σ−1(µ1 − µ2)

w0 = −1

2
µ1Σ

−1µ1 +
1

2
µ2Σ

−1µ2 + log p(C1)p(C2)
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Continuous inputs

Multiple classes
ak(x) = wT

kx + wk0

where

wk = Σ−1µk

wk0 = −1

2
µT
kΣ

−1µk + logp(Ck)

⇒ Generalized linear model

Relax the assumption of a shared covariance matrix

⇒ quadratic discriminant
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Continuous inputs

Figure 9: Two classes: Gaussian with the same covariance
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Continuous inputs

Figure 10: Multiple classes: Gaussian
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Maximum likelihood solution

Given a data set {xn, tn} where n = 1, · · · ,N

p(C1) = π p(C2) = 1− π

Joint distribution

p(xn, C1) = p(C1)p(xn|C1) = πN (xn|µ1,Σ)

p(xn, C2) = p(C2)p(xn|C2) = (1− π)N (xn|µ2,Σ)

Likelihood function

p(t|π,µ1,µ2,Σ) =

N∏
n=1

[πN (xn|µ1,Σ)]
tn [(1− π)N (xn|µ2,Σ)]

1−tn
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Maximum likelihood solution

Maximum likelihood estimate

π =
1

N

N∑
n=1

tn =
N1

N1 + N2

µ1 =
1

N1

N∑
n=1

tnxn µ2 =
1

N2

N∑
n=1

(1− tn)xn

S =
N1

N S1 +
N2

N S2

S1 =
1

N1

∑
n∈C1

(xn − µ1)(xn − µ1)
T

S2 =
1

N2

∑
n∈C2

(xn − µ2)(xn − µ2)
T
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Probabilistic discriminative models

Probabilistic generative models

• For two-class classification, the posterior probability of C1 can
be written as a logistic sigmoid acting on a linear function of x,
for a wide choice of class-conditional distributions p(x|Ck)

• For multiclass, the posterior probability of Ck is given by a
so tmax transformation of a linear function of x
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Probabilistic discriminative models

• Alternative approach is to use the functional form of the
generalized linear model explicitly and to determine its
parameters directly by using maximum likelihood

• Efficient algorithm find such solutions known as iterative
reweighted least squares
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Fixed basis functions

So far, classification model works directly with the original input
vector x. However, all of the algorithms are equally applicable if we
first make a fixed nonlinear transformation of the inputs using a
vector of basis functions ϕ(x).

⇒ resulting decision boundaries are linear in the feature space ϕ

Figure 11: Decision surface in input space and feature space
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Iterative reweighted least squares

Weighted least square solution with weight matrix R

w(new) = (ΦTRΦ)−1ΦTRz

However R depends on the parameter w, must apply this iteratively

Rnn = yn(1− yn) can be interpreted as variances

E[t] = σ(x) = y
var[t] = E[t2]− E[t]2 = σ(x)− σ(x)2 = y(1− y)
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Appendix



Reference and further reading

• “Chap 4” of C. Bishop, Pattern Recognition and Machine Learning
• “Chap 3” of A. Geron, Hands-On Machine Learning with
Scikit-Learn, Keras & TensorFlow
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