Lecture 17: Neural Network and
Backpropagation I
[SCS4049-02] Machine Learning and Data Science

Seongsik Park (s.park@dgu.edu)
AI Department, Dongguk University

Tentative schedule

week

topic

date (수 / 월)

1
2
3
4
5
6
7
8

Machine Learning Introduction & Basic Mathematics
Python Practice I & Regression
AI Department Seminar I & Clustering I
Clustering II & Classiﬁcation I
Classiﬁcation II
Python Practice II & Support Vector Machine I
Support Vector Machine II & Decision Tree and Ensemble Learning
Mid-Term Practice & Mid-Term Exam

09.02 / 09.07
09.09 / 09.14
09.16 / 09.21
09.23 / 09.28
(추석) / 10.05
10.07 / 10.12
10.14 / 10.19
10.21 / 10.26

9
10
11
12
13
14
15

휴강 & Dimensional Reduction I
Dimensional Reduction II & Neural networks and Back Propagation I
Neural networks and Back Propagation II & Convolutional Neural Network
Model Optimization
Recurrent Neural network
Autoencoders
Final exam

10.28 / 11.02
11.04 / 11.09
11.11 / 11.16
11.18 / 11.23
11.25 / 11.30
12.02 / 12.07
(휴강) / 12.14
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Neural Networks and Perceptron

Biological neuron

Figure 10-1. Biological neuron3
Thus, individual biological neurons seem to behave in a rather simple way, but they
are organized in a vast network of billions of neurons, each neuron typically connec‐
ted to thousands of other neurons. Highly complex computations can be performed
by a vast network of fairly simple neurons, much like a complex anthill can emerge
from the combined efforts of simple ants. The architecture of biological neural net‐
works (BNN)4 is still the subject of active research, but some parts of the brain have
been mapped, and it seems that neurons are often organized in consecutive layers, as
3
Figure
Biological
shown 10-1.
in Figure
10-2. neuron
Thus, individual biological neurons seem to behave in a rather simple way, but they
are organized in a vast network of billions of neurons, each neuron typically connec‐
ted to thousands of other neurons. Highly complex computations can be performed
by a vast network of fairly simple neurons, much like a complex anthill can emerge
from the combined efforts of simple ants. The architecture of biological neural net‐
works (BNN)4 is still the subject of active research, but some parts of the brain have
been mapped, and it seems that neurons are often organized in consecutive layers, as
shown in Figure 10-2.
Figure 10-2. Multiple layers in a biological neural network (human cortex)5
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Computing with the brain
An engineering perspective
• Compact
• Energy efficient (20 watts)
• 85 billion Glial cells (power, cooling, support)
• 86 billion Neurons (soma + wires)
• 69 billion Cerebellum neurons (soma + wires)
• 103 104 Connections (synapses) per neuron
• Volume = mostly wires
General computing machine?
• Slow for mathematical logic, arithmetic, etc
• Very fast for vision, speech, language, social interactions, etc
• Evolution: vision =⇒ language =⇒ logic
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Artiﬁcial neural network

Birds inspired us to ﬂy, burdock plants inspired velcro, and countless
more inventions were inspired by nature. It seems only logical, then,
to look at the brain’s architecture for inspiration on how to build an
intelligent machine. This is the key idea that sparked artiﬁcial neural
networks (ANNs). However, although planes were inspired by birds,
they don’t have to ﬂap their wings. Similarly, ANNs have gradually
become quite different from their biological cousins. Some
researchers even argue that we should drop the biological analogy
altogether (e.g., by saying “units” rather than “neurons”), lest we
restrict our creativity to biologically plausible systems.
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Artiﬁcial neural network

ANNs are at the very core of Deep Learning. They are versatile,
powerful, and scalable, making them ideal to tackle large and highly
complex Machine Learning tasks, such as classifying billions of
images (e.g., Google Images), powering speech recognition services
(e.g., Apple’s Siri), recommending the best videos to watch to
hundreds of millions of users every day (e.g., YouTube), or learning to
beat the world champion at the game of Go by playing millions of
games against itself (DeepMind’s Alpha‐Zero).
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and output are now numbers (instead of binary on/off values) and each input con‐
nection is associated with a weight. The TLU computes a weighted sum of its inputs
Threshold
logic
unit
T
(z = w
1 x1 + w2 x2 + ⋯ + wn xn = x w), then applies a step function to that sum and
outputs the result: hw(x) = step(z), where z = xT w.

Figure 10-4. Threshold logic unit

Perceptron
binary
classiﬁer
The most=⇒
common
step function
used in Perceptrons is the Heaviside step function
T 

(see Equation 10-1). Sometimes the sign functionis used instead.
w1
x1
 

Equation 10-1. Common step functions used inPerceptrons
 w2   x 2 
T



z = w1 x1 + w2 x2 + · · · + xm xm =
−1 
if z <. 0   . 
=w x
.
.
0 if z < 0
 .   . 
heaviside z =

1 if z ≥ 0

sgn z = 0 if z = 0
+1 if zw
>m
0

(1)

xm

A singlelogic
TLU can
be used
for simple
linear threshold
binary classification.
computes a linear
Threshold
unit
(TLU)
or linear
unit It(LTU)

combination of the inputs and if the result exceeds a threshold, it outputs the positive
class or else outputs the
(just like
a LogisticT Regression
classifier or a
hwnegative
(x) = class
step(z)
= step(w
x)
linear SVM). For example, you could use a single TLU to classify iris flowers based on
the petal length and width (also adding an extra bias feature x0 = 1, just like we did in

(2)
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a threshold logic unit (TLU), or sometimes a linear threshold unit (LTU): the inputs
and output are now numbers (instead of binary on/off values) and each input con‐
Threshold
logic
unitwith a weight. The TLU computes a weighted sum of its inputs
nection
is associated
(z = w1 x1 + w2 x2 + ⋯ + wn xn = xT w), then applies a step function to that sum and
outputs the result: hw(x) = step(z), where z = xT w.

Figure 10-4. Threshold logic unit
The most
common
step function
in Perceptrons is the Heaviside step function
Common
step
functions
usedused
in Perceptrons
(see Equation 10-1). Sometimes the sign function is used instead.

{

 −1 if z < 0
Equation 10-1. Common
step
functions
used
in
Perceptrons
0 if z < 0
heavyside(z) =
if z = 0
−1sign(z)
if z < 0 =  0
0 if1z < otherwise
0
 +1 otherwise
sgn z = 0 if z = 0
heaviside z =
1 if z ≥ 0
+1 if z > 0

A single TLU can be used for simple linear binary classification. It computes a linear
combination of the inputs and if the result exceeds a threshold, it outputs the positive
class or else outputs the negative class (just like a Logistic Regression classifier or a
linear SVM). For example, you could use a single TLU to classify iris flowers based on

(3)
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Perceptron algorithm
Computing the outputs of a fully connected layer
hW,b = ϕ(XW + b)

(4)

Perceptron
learning
(weight
update)
ture is generally
added ruel
(x0 = 1):
it is typically
represented using a special type of neu‐
ron called a bias neuron, which just outputs( 1 all the) time. A Perceptron with two
yj −10-5.
ŷj xiThis Perceptron can classify(5)
i,j ← wi,j +
inputs and three outputs iswrepresented
inηFigure
instances simultaneously into three different binary classes, which makes it a multi‐
output classifier.

Figure 10-5. Perceptron diagram
Thanks to the magic of linear algebra, it is possible to efficiently compute the outputs
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Deep Feedforward Networks

Multi-Layer Perceptron and Backpropagation

Multi-layer perceptron algorithm

An MLP is composed of one (passthrough) input layer, one or more layers of TLUs,
called hidden layers, and one final layer of TLUs called the output layer (see
Figure 10-7). The layers close to the input layer are usually called the lower layers,
and the ones close to the outputs are usually called the upper layers. Every layer
except the output layer includes a bias neuron and is fully connected to the next layer.

Figure 10-7. Multi-Layer Perceptron
The signal flows only in one direction (from the inputs to the out‐
puts), so this architecture is an example of a feedforward neural net‐
work (FNN).
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come back to this in Chapter 11).
These popular
activation
and their derivatives
Activation
functions
andfunctions
their derivatives

are represented in
Figure 10-8. But wait! Why do we need activation functions in the first place? Well, if
you chain several linear transformations, all you get is a linear transformation. For
example, say f(x) = 2 x + 3 and g(x) = 5 x - 1, then chaining these two linear functions
gives you another linear function: f(g(x)) = 2(5 x - 1) + 3 = 10 x + 1. So if you don’t
have some non-linearity between layers, then even a deep stack of layers is equivalent
to a single layer: you cannot solve very complex problems with that.

Figure 10-8. Activation functions and their derivatives
Okay! So now you know where neural nets came from, what their architecture is and
how to compute their outputs, and you also learned about the backpropagation algo‐
rithm. But what exactly can you do with them?

Regression MLPs
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A

(e.g., classes 0 through 9 for digit image classification), then you need to have one
output neuron per class, and you should use the softmax activation function for the
modern
MLPlayer
(including
ReLU
sofunction
tmax)
for classiﬁcation
whole output
(see Figure 10-9).
Theand
softmax
(introduced
in Chapter 4)
will ensure that all the estimated probabilities are between 0 and 1 and that they add
up to one (which is required if the classes are exclusive). This is called multiclass clas‐
sification.

Figure 10-9. A modern MLP (including ReLU and softmax) for classification
Regarding the loss function, since we are predicting probability distributions, the
cross-entropy (also called the log loss, see Chapter 4) is generally a good choice.
Table 10-2 summarizes the typical architecture of a classification MLP.
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Deep feedforward networks

Deep Feedforward Networks, Multi-Layer Perceptron, or Feedforward
Neural Networks
• Fully Connected Multi-layer
• Feedforward =⇒ Feedback이 없음
(Feedback 이 있는 신경망 : Recurrent Neural Networks)
• Nonlinear Activation Functions
• Rumelhart (1986) 의 Backpropagation (역전파) 알고리즘 이후 집중적 연구
• Reverse-mode Autodiff 를 사용한 Gradient-based learning 방법
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Deep feedforward networks
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Goal of deep feedforward networks
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Goal of deep feedforward networks
[
Let Wl = wl1 wl2
for layer l, then

]

wlml

···

and φl be the activation function

(6)

y1 = φ1 (W1 x)
2

2

2 1

2

2

(7)

y = φ (W y )
1

(8)

1

= φ (W φ (W x))

(9)

y3 = φ3 (W3 y2 )
3

3

2

2 1

3

3

2

2

(10)

= φ (W φ (W y ))
1

1

= φ (W φ (W φ (W x)))

(11)

···
y = φL (WL φL−1 (WL−1 φL−2 (· · · φ2 (W2 φ1 (W1 x)) · · · )))

(12)

Very much complex nonlinear function
=⇒ require universal function approximator
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Nonlinear activation functions
Logistic sigmoid function
1
1 + e−z
σ ′ (z) = σ(z)(1 − σ(z))
σ(z) =

(13)
(14)

Hyperbolic tangent function
φ(z) = tanh(z) =

ez − e−z
ez + e−z

φ′ (z) = 2φ(2z) − 1

(15)
(16)

Rectiﬁed linear unit function
ReLU(z) = max(0, z)
{
0 if z ≤ 0
′
ReLU (z) =
1 otherwise

(17)
(18)
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derivative extremely close to 0. Thus when backpropagation kicks in, it has virtually

no gradient to propagate back through the network, and what little gradient exists
Nonlinear keeps
activation
functions
getting diluted as backpropagation progresses down through the top layers, so
there is really nothing left for the lower layers.

Finally, they also evaluated the parametric leaky ReLU (PReLU), where α is authorized
to be learned during training (instead of being a hyperparameter, it becomes a
parameter that can be modified by backpropagation like any other parameter). This
was
reported
to strongly
outperform
on large image datasets, but on smaller
Figure
11-1. Logistic
activation
functionReLU
saturation
datasets it runs the risk of overfitting the training set.

Glorot and He Initialization
In their paper, Glorot and Bengio propose a way to significantly alleviate this prob‐
lem. We need the signal to flow properly in both directions: in the forward direction
when making predictions, and in the reverse direction when backpropagating gradi‐
ents. We don’t want the signal to die out, nor do we want it to explode and saturate.
For the signal to flow properly, the authors argue that we need the variance of the
outputs of each layer to be equal to the variance of its inputs,2 and we also need the
gradients to have equal variance before and after flowing through a layer in the
reverse direction (please check out the paper if you are interested in the mathematical
details). It is actually not possible to guarantee both unless the layer has an equal
number of inputs and neurons (these numbers are called the fan-in and fan-out of the
Figure
Leaky
ReLU a good compromise that has proven to work very well in
layer), 11-2.
but they
proposed
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Appendix

Reference and further reading

• “Chap 10 | Introduction to Artiﬁcial Neural Network with Keras”
and “ Chap 11 | Training Deep Neural Networks” of A. Geron,
Hands-On Machine Learning with Scikit-Learn, Keras &
TensorFlow
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